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COMP737022 : Trustworthy Machine Learning (FI{§#128%>])

B2/ /Course Introduction
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#BBWEIN: 713-9625-9787
SINEL: 737022

Course page: https://trust-ml.github.io/
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Introducing ChatGPT

We've trained a model called ChatGPT which interacts in a
conversational way. The dialogue format makes it possible for
ChatGPT to answer followup questions, admit its mistakes,
challenge incorrect premises, and reject inappropriate
requests.

Try ChatGPT 2 | Read about ChatGPT Plus
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Diffusion Art or Digital Forgery? Investigating Data Replication
in Diffusion Models

Gowthami Somepalli » , Vasu Singla » , Micah Goldblum 4 , Jonas Geiping » , Tom Goldstein "
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Extracting Training Data from Diffusion Models

Nicholas Carlini*'  Jamie Hayes*>  Milad Nasr*!
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Poisoning Web-Scale Training Datasets is Practical
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Extracting Training Data from Large Language Models
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We introduce Alpaca 7B, a model fine-tuned from the LLaMA 7B model on 52K instruction-following demonstrations. On our preliminary evaluation of single-
turn instruction following, Alpaca behaves qualitatively similarly to OpenAl’s text-davinci-003, while being surprisingly small and easy/cheap to reproduce

(< 600$)
Web Demo  GitHub

Stanford £,
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Week 1: Machine Learning Basics

1. What is Machine Learning
2. Machine Learning Paradigms

3. Loss Functions

4. Optimization Methods




What Is Machine Learning

Machine Learning

s T What my friends thinks | What computer scientists
What society thinks | do. dbo: think | do.
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- iy TR .. What | really do.
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What | think | do.

What my boss thinks | do.
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What Is Machine Learning

https://www.image-net.org/




What Is Machine Learning

Million-scale Image Recognition

https://www.image-net.org/




What Is Machine Learning

Speech Recognition

https://machinelearning.apple.com/research/hey-siri;




What Is Machine Learning

Chess Shogi Go
' <Ry e 2.
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AZ wins AZ draws AZ loses Az white () AZblack @

Strategy Games

https://www.deepmind.com/research/highlighted-research/alphago;
https://www.deepmind.com/blog/alphazero-shedding-new-light-on-chess-shogi-and-go

NI
X2

U4 »




What Is Machine Learning

Million-scale Facial Recognition

https://www.face-benchmark.org/




What Is Machine Learning
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Large-scale Visual-Speech Learning
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What Is Machine Learning
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CLIP: Connecting Text and Images DALL-E: Creating Images from Text
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What Is Machine Learning

AlphaFold

https://www.deepmind.com/blog/alphafold-reveals-the-structure-of-the-protein-universe




Machine Learning Is Everywhere
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Elements of Machine Learning

& B F) = “RAAH Data describes the problem

o /T\‘ [=] — 14 ” ) ) )
e NJH 5] f( ) (il Model describes the brain of the machine

* HXHE

Algorithm describes the learning mechanism

Learning Patterns From A Given Dataset Using An Algorithm Hardware accelerates the learning

ParFEIMER : L. KB, Bi. BN




Elements of Machine Learning

Data < » Knowledge
Model < »  Brain
Algorithm » Learning

Hardware <« » Body




10 Questions of Machine Learning

Problem definition
Learning objective
Training/Test data

Scale of learning

Model Architecture
Function Family
Features/Representations

What is the task?

What is the objective?

What is the data?

How much data do we have?
What is the model? ‘
What are the inputs and outputs?
What needs to be learned?

How is the model trained? Training Method
How is the model tested? Evaluation Metrics
1O How is the model deployed? 10. Generalization

© 0o NOU A WN R
© oo NOU A WN R




Machine Learning Pipeline

original data

setup the input

zero-centered data

whitened data

I setup the optimiser l

/) N ;
7 | Y — sGD

—— Momentum

’ = NAG S

— Adagrad |
= ‘ Adadelta
-  Rmsprop

v

1 setup the loss

-
landscape of a loss

. function, it varies w.r.t.
- A data, the function itself

A =0.001 A=0.01 A=0.1

regularization makes decision
region smoother




Machine Learning Pipeline

' setup the input ‘ ' setup the optimiser ‘ I setup the loss ‘
Hidden Layers ]
— — 1 Y — —
Output

: min Ep [L(fo(x;), yi)]

Cross entropy:

C
L{f G, v = )y log f7 ()
=1




Data

Training data
Test data
Samples
IID/Non-IID
Domain
Feature
Representation
Noise
Corruptions

Machine Learning Concepts

Model

SVM/RF/LR
DNN

RNN

S\\'

FWN

Layers, neurons,
blocks, module
Activations, logits,
probabilities
Model capacity,
parameters

Algorithm

Learning method
Standard learning
Curriculum learning
Supervised learning
Unsupervised learning
Reinforcement learning
Continual learning
Self-supervised learning
Representation learning
Contrastive learning




Learning Is Optimizing

— R Learning is the process of empirical
risk minimization (ERM)

& EEE f(

1 N
— g;[n TZ f@ jz

Mapping function: Y = f(X)

Input —> X
Hypothesis space:  F = {f|Y = fy(X),0 € R} Output —> Y
Expected risk: Reap(f) =Ep[L(Y. f(X))] :/ L(f(x),y)P(x,y)dxdy f(X) => mapping function
o Y = f(X)

N
Empirical risk: Remp(f) = EwyenL(f(x).y) = %Zc(f(a:i). Yi)




Fitting, Overfitting, Underfitting

Bias: assumptions made by a model to make learning easier  Training Error

Variance: difference between training and test error Test Error —Training Error  Generalization gap

Generalization error = expected loss = test error = Bias + Variance

A X A X A

X X

X X miees o

X X X X(OWX
_ R 4
>§<X X X >§<X X X X gene::::)z:mon
X X X X
e . el g .. - bias ! variance
Under-fitting Appropirate-fitting Over-fitting R
(?00 sirr]nple to (forcgfittib”g--too JRTURUPIRR L o : """"""""""""""""""""""" »
explain the variance) good to be true) /G U M > copach
pacity
optimal capacity

https://www.geeksforgeeks.org/underfitting-and-overfitting-in-machine-learning/




Regularization

One solution to the Overfitting problem

ming > (i = X; ) s.t.[[wll, < 7
Structural Risk Minimization
Contour lines of

Miz\ objective function M:i
Rsrm(f> — Re'mp + A Q(Q) : <@ Solution t /@

lin. regression

Ll . Q(e) . ||9||1 — g |95| 1 — fReg.utllariser.as /__a
'. easl ereglon
' RIDGE REGRESSION (|| w]|.) LASSO (/| w],)

Ly : Q(0) = ||0]]> = Z 0> L,-reqularisation encourages solutions W* to sit on axes
;

- w” will have components equal zero 2> w" will be sparse!




Learning Paradigms

machine learning

g A
unsupervised supervised reinforcement
learning learning learning

N\
L \ -ld-l'l’ t
ot = }
A N 5
. N 4+ 4
Y, o % \
w § 2 X “}: (o) N\
‘Z?{‘ : o %0 N\
N\
o ©

https://ww2.mathworks.cn/discovery/reinforcement-learning.html




Supervised Learning

L(z,y)eDL(f(2), y)




Unsupervised Learning

uhStfketVbsed uy\_eageéd
Ceatnrg ( da®a @
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Stepl: AX) - f
Step2: f(xeX") >t

D =A{x;}i,

https://towardsdatascience.com/unsupervised-learning-algorithms-cheat-sheet-d391a39de44a




Reinforcement Learning

environment

agent i’\

" /

>
; _ rewords
N\
a : (o bservations 4 A

actions

HiStory: Ht — Al’ 01, Rl’ ""At' Ot’ Rt
State: Ss=f(Hy) Se Sa S,
Markov State: ]P)[St+1|5t] - ]P)[St_l_l |Sl’ ver ) St]

Policy: Deterministic : Stochastic
a = m(s) (als) = P[A; = a|S; = 5]

Value Function: v (s) = E_ [Ryiq + YRpyp + V?Rpys + -+ |S; = 5]
Model: pgs, = ]P)[St_l_l = S"At = a]

ps = E[R¢41|St = 5, 4¢ = a]

https://ww2.mathworks.cn/discovery/reinforcement-learning.html; https://towardsdatascience.com/reinforcement-learning-an-
introduction-to-the-concepts-applications-and-code-ced6fbfd882d




Types of Reinforcement Learning

RL Algorithms

Model-Free RL Model-Based RL
1 R} { 3
Policy Optimization Q-Learning Learn the Model Given the Model
Policy Gradient <— —> DQN —> World Models L’ AlphaZero
—> DDPG D
A2C / A3C <— > C51 | — 12A
> TD3 <

PPO D— —>  QR-DQN —> MBMF
> SAC <«

TRPO - —> HER > MBVE

https://spinningup.openai.com/en/latest/spinningup/rl_intro2.html




Other Popular Learning Paradigms

Transfer Learning

Dy D

Source Domain ' Target Domain

mein[IE(w’y)eDSE(f(m), y) + Lais(g(D?), g(D")]  Feature Transfer

mein[IE(w’y)GDsﬁ(f o X (), y)] Sample Transfer
QCIHIQIiLJ%h* E@yeptL(hog(x),y)) Model Transfer

f: model, g: feature encoder: head, 0 : model parameters, L(f(x),y) : loss
function, g(D) : features of all samples in D, £,;,: feature distance loss




Other Popular Learning Paradigms

Online Learning

ld ld Mo _ new , new)Nn
Dog = {x{", yi"* 1,21 Dyew = {27,y 1

{

Existing Data ‘ New Data

Hlein[E(a:,y)EDold‘C(f(w>z ’LI) + E(may)EDnewL:(f(m)’ y)]

Key problem: catastrophic forgetting




Other Popular Learning Paradigms

Knowledge Distillation

4 S

Teacher Model I Student Model

min E(fvay)GD‘Csim (Se, (x), T, (x))

05

KL-divergence loss is the most commonly used distillation loss




Loss Functions

Regression Losses

N
MSE: L(f(X),Y)= % Z(yi — f(®:))*

N
MAE  L(f(X).Y) = %Z yi — f(a)]

Sf@ -y If@) vl <9
Huber Loss:  Ls(f(x).y) = 1 .
olf(x) —y| — 552 otherwise




Loss Functions

Classification Losses

C
Cross Entropy: L'CE('LU:P) = = ZH(C =y) -log(p.) = — 10g(py)

c=1

Binary Cross Entropy:  Lpcr(y,p) =y -log(p) + (1 —y) - log(p)

1 — f;(x)?
q ;

Generalized Cross Entropy:  L£,(f(x:0),y) = q € (0,1]

Symmetric Cross Entropy: SCE =aH(q,p)+ BH(p,q)

Focal Loss: FL(p,) = —(1 - p,)" log(p,),y >0




Loss Functions

Object Detection Losses

Classification Instance
+ Localization

Classification Object Detection

Segmentation

CAT, DOG, DUCK CAT, DOG, DUCK

P A
Y

Single object Multiple objects

Bounding Box Regression + Classification

https://medium.com/zylapp/review-of-deep-learning-algorithms-for-object-detection-c1f3d437b852




Loss Functions

Object Detection Losses

Jr AT “ToU 7 X 151k 6 ozemzescesoceoo D e L S
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1 : 1 Mgy C 1
! I=AnB ! ] ’ < i
i ' ! g el ' h
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DIoU-loss  DIoU = IoU — p? (b, b9%) /c? Lproy =1 — DIoU

CloU = DIoU — v

CloU-loss Loy =1 —CloU ( o
v = % (arctan ’,‘I—Z — arctan %)2 clet La—IoU =1—1IoU
A, —-U|“
Lo—crov =1—1oU" + (||T||)
< 2 ‘ t
p~ (b,07)
Lo prov=1—IoU% 4+ ——M—=
Loror =1 — LoU* + P* (b, b%) ‘ Do =
o (b, pot i
\CQ—CIOU =1—ToU" + % + (Bv)




Loss Functions

Generative Losses

& B[E3ERY ( Autoregressive )
& REE1EEY ( Energy based models )
& =R (Flows)
& T B%%i528 ( VAE |, variational
€ autoencoder)
& RTINS ( GAN |, generative
adversarial network )
& I EUERY ( Diffusion models )

Lp = =(Bonpata(@) 108(D(@))] + Eanp. () [log(1 — D(G(2)))])
¢ = Eenp.(n)[log(l — D(G(2)))]

D

[

D = (Bampyora(@[(D(x) — 1)7]
Eerp.(»[(D(G(2)) = 1)7]

o

G

D

D — ( ZApy (z)[ (G(Z))] GJNPdata(-’B) [D(w>])
Lo =—E.np.»[D(G(2))]

Op = clip(fp, —c, ¢), c EHMSEL

Hinge Loss

Lp=—=FEeppora(@min(0, =1+ D(x))]
—E.p.[min(0, -1 — D(G(2))))]
Lo=—E.\,.D(G(2))




Optimizers

Gradient Descent (GD)

N
/ 1
0" =0—1Vo=0—n=D VoLl f(:):0)

1=1

Stochastic Gradient Descent (SGD) for mini-batch based training

N/
/ 1
0/ =0—1Vo=0—n55> VeL(y: f(x:):0)

=1
SGD with Momentum SGD with Nesterov Acceleration

vy = YU + 1V J(6;) v, =YV + Ve J (0, — Y1)

9t+1 = 9t — Uy 9t+1 — Ht — Uy




Optimizers

AdaGrad 0, 1; =6, — il

> * g,
\/ Zt:g" e Adam

my = Brmy_1 + (1 — B1) gy

RMSprop Elg’)e = 7Elg’la + (1 =g e = Patht ZS — )9
b, = 1 _tlﬁé
Adadelta 4 _g, _ VEIAPL+e

no.
- G, 0; 1 =0, — — my
\/E[g2]t,i + €

Ut + €




g |




